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ABSTRACT

While, in myriad applications, matrix inversion is heavily
avoided and discouraged, mainly due to its considerable com-
putational cost, there are scenarios where it is unavoidable.
The highly parallel architecture of a GPU constitutes a poten-
tially useful tool for matrix inversion. A standard approach to
matrix inversion is to compute the inverse of a decomposition
of the matrix, however these ideas rely on procedures which
are neither inherently parallel nor particularly suited to the
architecture of a GPU. Gauss-Jordan elimination is studied
in order to test the capabilities of GPU computing. A hybrid
strategy, by combining CPU and GPU, is also studied. It is
this hybrid algorithm, which makes use of the most suitable
device for each task, which achieves a 100% speedup with
respect to a multi-threaded LAPACK based matrix inversion
algorithm on CPU provided by Numpy.

Index Terms— Matrix Inversion, GPU, Gauss-Jordan
elimination, Parallelization, Blockwise inversion, Hybrid,
OpenCL

1. INTRODUCTION

A substantial amount of work has been published regarding
matrix inversion. Among the most notable known methods
we find Gaussian elimination [1], Gauss-Jordan elimination
[2], LU decomposition [3], Cholesky decomposition [4], QR
decomposition [5], Strassen [6], Coppersmith & Winograd
[7] and Vassilevska [8]. The last three correspond to algo-
rithms for faster matrix multiplication, which can be used
in tandem to Blockwise inversion to reduce the inversion
complexity to the multiplication complexity. In the last 20
years Graphics Processing Units have increased in memory
and computational power, to a point where they can rival and
even outclass standard CPUs on a set of tasks. The landscape
we face today is filled with many options to perform compu-
tations, in light of this it becomes increasingly necessary to
develop new platforms which can effectively utilize the ever-
growing selection of computing devices. OpenCL [9], which
stands for Open Computing Language, is a framework for
writing programs capable of running across heterogeneous
platforms (e.g: CPU, GPU, FPGA). This allows the user to
code in a somewhat unconstrained manner, regarding hard-

ware, as opposed to CUDA [10].
PyOpenCL [11], which is a binding of OpenCL to the

Python programming language, simplifies programming on
this framework. Presently, Reikna [12], which is a library
based on PyOpenCL, is used to implement the algorithms.
This extra level of abstraction allows the code to run on both
Nvidia and AMD GPUs, thanks to Reikna’s ”CLUDA” layer,
which can run on both CUDA and OpenCL (Using the bind-
ings PyCUDA [13] and PyOpenCL, respectively). Using
this platform, two algorithms were implemented: Improved
Parallel Gauss-Jordan elimination and GPU+CPU Blockwise
inversion.

To perform the experiments the following setup was used:
AMD Phenom x4 955, running at 3.2GHz, 16GB 1333 Mhz
ram, ATI Radeon HD 5870 running at 850 Mhz with 1GB
internal memory running at 1200 Mhz. The internal mem-
ory of the GPU limits the size of the matrices which can be
processed at a given time. While the algorithm can handle
matrices of arbitrary size, stability was a major issue for ma-
trices above the 10.000 by 10.000 element mark, due to the
limitation imposed by the memory of the GPU.

2. IMPROVED PARALLEL GAUSS-JORDAN
ELIMINATION

The algorithm was proposed by Mahmoud Shirazi et al. [14]
and it constitutes an improved version of the algorithm by
Girish Sharma et al. [15].

Let A be an n by n matrix. Let C, n by 2n matrix,
be such that C = [A|I], where I is the n by n identity matrix.
Let r denote the iteration number, i denote a row in C and j a
column in C. For each iteration r: n+1 elements of each row
get updated, those labeled with j = r,r+1,...,r+n, according
to the following rule:

Cij =

{
Cij − Cir

Crr
Crj if i 6= r

Cij

Crr
if i = r

After n iterations (one for each column of the original ma-
trix A) the right-hand-side of C will be the inverse of A and
the left-hand-side of C will be I. The aforementioned proce-
dure requires that all values be read from the matrix by all



threads and subsequently be updated. Since, in OpenCL, a
thread control structure only exists at the workgroup level,
currently limited to 256 threads, this condition can’t be ful-
filled. In order to circumvent this difficulty two matrices are
used, an input matrix and an output matrix. The original work
[14] casts the algorithm into parallel form by dividing the
work in Blocks, which correspond to rows, and spawning a
thread for each element of the Block. Since all operations are
thread-safe, considering the input and output matrix or ap-
propriate thread control, there are no further considerations to
obtain an operational algorithm. The efficiency of the algo-
rithm in present architecture is deficient. The authors consid-
ered that a Block could process at most 1022 elements, since
a workgroup on Nvidia architecture under CUDA can have at
most 1024 threads, and considered 1 Block per row for matri-
ces with n < 1023 and more Blocks per row for matrices with
greater values of n, the central idea being that each thread
compute a single element of the new matrix C. This idea is
detrimental to HD 5870 architecture for several reasons [16],
some of them being:

• Since the maximum workgroup size is 256 instead of
1024, this implies that 4 workgroups would have to be
used in order to fill the number of threads of a single
Block. If more than 1 Block is needed to compute 1
row and the extra Blocks are not fully utilized then a
considerable amount of overhead, in the form of unused
threads, is incurred.

• The amount of registers available to each thread is far
higher, this implies that each thread is better equipped
to perform the computations of several elements in a
much faster fashion, by setting up the values needed in
the available registers prior to the computations. The
element which has the most impact, regarding GPU
computation time, is memory usage. We note that, for
a given iteration r, all threads make use of the same
Crr, if m threads are spawned to perform the computa-
tion of m elements it would be necessary to load, from
main memory, this value m times. If only one thread
is spawned, to perform the computation of m elements,
Crr needs only be loaded once, thus reducing consid-
erably the number of necessary operations in memory.

• Ideally, the native support for float4 or float2 type
should be exploited, this can result in more than a
twofold increase in performance.

In previous work PGJM [15] and I-PGJM [14] are com-
pared to a sequential implementation of the Gauss-Jordan
method. These comparisons are encouraging, as can be noted
in Table 1, but it should be considered that a multi-threaded
CPU version of the Gauss-Jordan method is considerably
faster than a sequential one and that other algorithms which
fully utilize the multi-threading capabilities of CPU and

Table 1. Running time in seconds
n Sequential PGJM I-PGJM Numpy.linalg.inv
1024 7.55 0.497 0.1556 0.24
2048 60.5 4.209 1.41 1.33
4096 482.619 44.424 9.75 9.725
8192 3860.219 655.863 72.648 61.35

which are better suited to it presently exist (e.g: LU decom-
position and triangular matrix inversion). One such imple-
mentation is that provided in Numpy [17] via the method
Numpy.linalg.inv, which makes use of LAPACK routines
with multi-threading support. When I-PGJM is implemented
on HD 5870 it has an average time of 62.3 seconds for n
= 4096. When the detrimental factors are taken into ac-
count and the algorithm is modified, such that each thread is
given a workload of more than one item, it performs signif-
icantly better: 19.64s average for n = 4096 and a workload
of 17 items per thread. This is still far below the results
achieved by the authors, and worse still than those achieved
by Numpy.linalg.inv. Current data supports the idea that
matrix inversion might not be well suited to GPUs.

3. GPU+CPU BLOCKWISE INVERSION

Fig. 1. Running time in seconds vs matrix dimension

Matrix inversion appears to be an operation which does
not benefit much from the parallel architecture of GPUs.
CPU implementations of matrix inversion fare much better
when it comes to matrix decomposition, which is used to



Fig. 2. Running time in seconds vs matrix dimension

invert matrices. The hybrid paradigm of GPU+CPU com-
puting offers a way to incorporate the processing power of
GPUs into the task of matrix inversion. Matrix multiplication
does benefit greatly from GPU architecture and it is possible
to reduce the matrix inversion problem into a matrix multi-
plication problem. Previous work on the inversion of SPD
matrices under the hybrid paradigm[18][19] centers around
matrix multiplication and Cholesky decomposition [20]. The
authors report promising results regarding the GPU+CPU ap-
proach and they also report findings which further strengthen
the idea that matrix inversion isn’t particularly well suited
to GPU architecture. Blockwise inversion under the hybrid
paradigm is pursued, but current formulation is not restricted
to SPD matrices because Cholesky decomposition isn’t used.

Let M be an n by n matrix. M can be decomposed

into 4 arbitrarily sized matrices, M =
[
A B
C D

]
. It is known

that
[
A B
C D

]−1

=
[
E F
G H

]
, where:

E = A−1 +A−1B(D − CA−1B)−1CA−1.
F = −A−1B(D − CA−1B)−1.
G = −(D − CA−1B)−1CA−1.
H = (D − CA−1B)−1.

In order to compute the inverse only two matrices need to
be inverted, namely A and (D − CA−1B), when the sizes of
the sub-matrices are chosen correctly the computation time
can be reduced, provided the overhead incurred through the
added matrix multiplications is small. If the recursion is

continued, provided the recursion overhead is small, matrix
inversion complexity would be almost entirely dependent on
matrix multiplication complexity. In order to give this idea
some support the first step of the recursion is tested.

A simple 1 step Blockwise inversion, in which the ma-
trix is reduced to 4 sub-matrices of half the dimension, is
implemented. It is still necessary to invert 2 of those sub-
matrices of half dimension, said operations are performed on
the CPU, while the matrix multiplications are performed on
the GPU. Blockwise inversion algorithm is also implemented
for CPU. Considering the fact that matrix multiplication is,
also, heavily optimized on CPU it stands to reason to estab-
lish a comparison.

It can be noted, from Figure 1, that as the size of the ma-
trix grows, the results for Blockwise inversion on GPU+CPU
are faster than the LU decomposition inversion and Blockwise
inversion on CPU. For smaller n, the overhead incurred in
thread creation, Kernel initialization, context setup and trans-
ference of data to GPU memory take their toll on computing
time. Once again, even though matrix inversion seems to be
a well suited operation to GPU architecture, underwhelming
results are presented. Even though Blockwise inversion on
GPU+CPU does constitute an improvement with regards to
PGJM and I-PGJM, as can be seen in Figure 2, new consid-
erations are necessary in order to widen the gap with CPU
inversion.

4. MEMORY EFFICIENT GPU+CPU BLOCKWISE
INVERSION

Fig. 3. Running time in seconds vs matrix dimension



Fig. 4. Running time in seconds vs matrix dimension

GPU computation time can be considerably reduced if
memory operations are handled efficiently. Two improve-
ments will be made upon GPU+CPU Blockwise inversion:

• Instead of performing standalone multiplications only
one context will be created for all operations.

• Multiplications will be performed in a sequence which
will allow to utilize previous computations efficiently.

The sequence of operations is the following:

• Invert A on CPU.

• Copy A−1 and B to GPU memory. Compute A−1B.

• Replace B by C in GPU memory. Compute CA−1B
and CA−1.

• Replace C by D in GPU memory. Compute (D −
CA−1B).

• Copy (D − CA−1B) to CPU memory. Invert (D −
CA−1B) on CPU.

• Replace D by (D − CA−1B)−1 in GPU memory.
Compute −A−1B(D − CA−1B)−1 and store the re-
sult in (D − CA−1B).

• Compute−(D−CA−1B)−1CA−1 and store the result
in CA−1B.

• Compute A−1B(D − CA−1B)−1CA−1 and store the
result in A−1B.

• Compute A−1 + A−1B(D − CA−1B)−1CA−1 and
store the result in CA−1.

The maximum number of matrices in GPU memory is 6.

At the end of the procedure the following elements are
present in GPU memory:

• A−1 +A−1B(D − CA−1B)−1CA−1 = E.

• −A−1B(D − CA−1B)−1 = F .

• −(D − CA−1B)−1CA−1 = G.

• (D − CA−1B)−1 = H .

• A−1.

• A−1B(D − CA−1B)−1CA−1.

Finally, the first four elements are copied into CPU mem-
ory. These memory optimizations have considerable impact
in the resulting algorithm, as can be noted from Figure 3.
A higher number of recursion steps does decrease computa-
tional time, at the cost of numerical stability. Special con-
sideration would have to be given to this fact should such an
algorithm be implemented. Even if the algorithm has a very
constrained window of parallelism, due to the recursive steps,
it serves as a proof of concept.

5. CONCLUSIONS AND FUTURE WORK

GPUs have high computational power, but harnessing it ef-
fectively can be cumbersome. While a substantial amount of
algorithms used today are properly tuned for multi-threading
on CPU very few are thought for a GPU architecture. Per-
formance gains can be achieved, but the time which must be
spent tuning the algorithms for a given architecture is sub-
stantial.

Out of the two algorithms studied, the straightforward
Gauss-Jordan elimination method did not constitute an im-
provement with respect to multi-threaded CPU options. It is
evident that the strength of each platform should be exploited
in suitable tasks, as this will increase the performance of the
whole system. Considering this, the OpenCL platform, and
its goal of being an heterogeneous programming framework,
are well directed. It is necessary, for high performance to
be achieved, to be familiarized with the platform for which
the code is being developed, which can be off-putting for
potential early-adopters. Cross-platform optimizations are
not impossible at the current stage, as can be evidenced by
Reikna’s matrix multiplication, which is optimized in a some-
what platform-agnostic fashion.

As an obvious next step it should be considered to im-
plement an inversion algorithm which uses extensively the
recursive Blockwise inversion. After that it would be prof-
itable to explore the hybrid (GPU+CPU, at the current stage)
approach and investigate which algorithms can be easily im-
proved by a well thought-out division of labor, rather than a
complex platform-specific algorithm.
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