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ABSTRACT

This work is a proof-of-concept of two new solutions to the
visual motion estimation problem in a humanoid robot. By
considering the forward kinematic model as well as some ori-
entation guesses into the epipolar constraint, it is possible to
recover a simple, closed-form and real-world scaled solution.
Then we reformulate the problem as a maximum-a-posteriori
estimation by taking into account the distributions the kine-
matics in order to explicitly consider the inaccuracies of the
sensors measurements. We validate our approach through
Monte Carlo simulation in order to get a better overview of
the performance under perturbations in both the forward kine-
matic model and other sensors.

Index Terms— Visual odometry, motion estimation, hu-
manoid robots, Monte Carlo simulation, MAP estimation

1. INTRODUCTION

Cameras have become an ubiquitous sensor in robotics since
they balance rich measurements of the world and an afford-
able price. On the one hand, they are able to provide complex
and accurate measurements of the environment that can be
processed by several ways to obtain high level information.
On the other, despite they are not able to recover metric infor-
mation from the world -in fact, cameras truly are 2D bearing
sensors [1, 2]-, its low price make possible to overcome these
problems by building new sensors based on arrays of cameras,
such as stereo vision systems.

These characteristics have became cameras very popular
in robotics in the last 15 years, mainly because they pro-
vide innovative solutions to the Simultaneous Localization
and Mapping (SLAM) problem, which begun with the sem-
inal work of Davison [3]. This work, the first known as a
Visual SLAM system, was based on extracting features from
images to build a map of the environment. Nowadays, sys-
tems have become more sophisticated and robust [4, 5], hav-
ing several properties desired for a modern SLAM system
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such as map building, accurate pose estimation and recog-
nition of previously visited places (the so-called loop clos-
ing) [6], though they still have as principal goal estimating
the pose of a free-moving camera smoothly navigating in the
space.

In fact, the single problem of estimating the camera move-
ment frame-to-frame has importance by itself and its named
visual odometry [7, 8]. Visual odometry, on the contrary to
a visual SLAM system, does not take care of the motion his-
tory and, in some cases, even does not build a map; however,
visual odometry can provide the visual motion estimation re-
quired by SLAM . Since visual odometry clearly provides a
motion estimation at a lower cost than a full SLAM system,
they have became very popular in the robotics community
because most robots typically consist of mobile, rigid plat-
forms with cameras attached [9, 10, 11], so the assumption of
a smoothly moving camera still holds.

However, we observe two main drawbacks in the adop-
tion of visual odometry algorithms in robotics. On the one
hand, visual odometry still requires -in general- expensive
procedures related to feature extraction, feature matching, and
two-frame motion estimation algorithms in robust estimation
schemes that are not always feasible to run in real-time1 in
resources-constrained platforms, such as the NAO robot[12].
On the other, the moving camera assumption does not con-
sider the case of cameras attached to mobile actuators, such
as arm manipulators on mobile platforms or humanoid robots,
which changes the local reference systems used to estimate
the robot pose as well as constrains the camera motion. We
believe that by considering both ideas is possible to design
robot-consistent algorithms while accelerating visual odome-
try.

Therefore, the objective of this work is to be a proof-of-
concept of two new visual odometry solutions in a humanoid
robotics domain. In order to do so, we first review some ba-
sics of epipolar geometry, to then present the first closed form
solution followed by a the second maximum a posteriori ap-
proach. Then we validate both via Monte Carlo simulation
and we conclude with some final remarks.

1We consider as real-time system one that runs at the same speed that the
camera frame rate (30 Hz in general)



2. VISUAL MOTION ESTIMATION IN A
HUMANOID ROBOT

2.1. Notation

Before start we present the convention we used to denote vec-
tors, matrices and scalars throughout this work:

• Vectors: bold lowercase, i.e. x ∈ R3

• Matrices and reference systems: bold uppercase, i.e.
T ∈ SE(3)

• Scalar: regular lower or uppercase, i.e. p = (X,Y, Z)>,
x1 = (x1, y1, 1)

>.

2.2. A Brief Revision of Epipolar Geometry

Here we cover the epipolar geometry basics that conforms
the basis of 3-dimensional structure and motion recovery al-
gorithms. Our presentation is mainly based on [1] and [2].

Epipolar geometry defines the geometrical relations that
exist between two cameras pointing at the same 3D point at
space. We follow Fig. 1 and consider that both cameras are
at different poses Oi, i = 1, 2, which are described by a 3D
position ti ∈ R3 and a 3D orientation Ri ∈ SO(3)2. In addi-
tion, an arbitrary 3D point in front of both cameras is denoted
by p ∈ R3, which corresponding projected coordinates on
each camera are x1, x2 ∈ R3. It is important to say that the
projected coordinates have the form x1 = (x, y, 1)>, where
x, y are the coordinates in the image plane whereas the third
coordinate equal to 1 is because the points are defined in ho-
mogeneous coordinates; this representation is explained by
the projective nature of cameras.
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Fig. 1. Epipolar geometry model. Source: Ma et al. [2].
.

We want to find the rigid body transform between both
cameras T1,2 = (R, t). According to the model in Fig. 1,
we can relate the coordinates of the point p in the reference
system of each camera X1,X2 by using the unknown rigid
body transform, leading the following equation:

X1 = RX2 + t (1)

2Special Orthogonal Group: Space of rotation matrices of dimension 3,
SO(3) := {R ∈ R3×3|R>R = I, det(R) = 1}

Since we cannot know the depth of the points from single
images, we can rewrite X1 and X2 in terms of the image
coordinates:

Xi = (Xi, Yi, Zi)
> = λi(xi, yi, 1) = λixi (2)

By replacing (2) into (1), applying the cross-product with
matrix operations3 and manipulating the equation a little bit
we obtain the following relationship:

x>1 [t]×Rx2 = 0 (3)

Which is called epipolar constraint and relates the point p
via its projected coordinates x1,x2 with the rigid body trans-
formation (R, t). It can be interpreted as the volume spanned
by the point and the camera centers is zero. This constraint
allows us to find (R, t) through E = [t]×R, also known as
essential matrix.

Essential matrix estimation has five degrees of freedom
since the rotation matrix R has three degrees of freedom and
the translation t only has two; this because we cannot recover
the absolute scale given that the depth is not observable in
common cameras. Some techniques have been developed that
rely on using eight [1] and five [13] but these methods have
the disadvantage of being very expensive to compute. Some
lighter methods use two [14] or just one [10] matches, but
they do not recover the absolute scale. We follow the latter
two to develop a new solution applied to humanoid robotics
platforms that recovers the absolute motion using only two
matches.

2.3. Closed-form Solution for a Humanoid

We re-parameterize the epipolar geometry model in (1) to
consider some unique information that is possible to obtain
from humanoid platform. Since most humanoid platforms
define the local reference system in a place different to the
camera such as the chest or between the feet, we have metric
information of the transform between that coordinate system
and the camera via the forward kinematic model. In addi-
tion, some z-axis rotation guesses are available from the gait
odometry or other sensors, such as inertial measurement units
(IMUs). Figure 2 shows the re-parameterization by taking
into account this additional information.

Rather than computing the camera motion between frames,
we propose to compute the motion between the robot’s local
reference system located between its feet. This new prob-
lem has only two degrees of freedom and it considers into
the model the metric information of the robot kinematics,
which provides the absolute scale that is not available on the
original formulation. Mathematically, we re-parameterize the
rigid body transform between both cameras as in shown in
(4), having x, y as the only unknown variables:

3a× b = [a]×b, with [·]× an operator that transforms a N × 1 vector
into a N ×N skew-symmetric matrix[1]
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(R, t) =

[
R t
0 1

]
= T−1R1C1T(x, y, θIMU )TR2C2 (4)

By replacing 4 into the epipolar constraint (3) using R̃ =
R1RIMUR2 and t̃∗ = R1RIMUt1 + t2, and considering
two image matches {x1,y1} and {x′1,y′1}, we obtain the fol-
lowing linear system 4:[

x1
>[R1(:,1)]×R̃x2 x1

>[R1(:,2)]×R̃x2

x′1
>
[R1(:,1)]×R̃x′2 x′1

>
[R1(:,2)]×R̃x′2

][
x

y

]
=

[
−x1

> [̃t∗]×R̃x2

−x′1
>
[̃t∗]×R̃x′2

]
(5)

which is a 2 × 2 system that can be solved in closed form by
usual matrix techniques. This solution is able to recover the
absolute scale iif the left side has full rank (i.e, the matches
are different) and right side is not null (i.e. there is as least
some difference in the kinematics in the two instants).

2.4. Probabilistic Reformulation

So far, we are able to recover the motion between two instants
if the robot kinematics and orientation guesses are noise-free.
However, it has been shown that small errors in kinematics
chains can affect severely the state estimation of an actuator
[15, 16, 17]. So we are now interested not only in estimat-
ing the most probable displacement x but also refining the
kinematics (R2, t2,R1, t1); this defines a MAP estimation.
The probability to maximize is conditioned to the algebraic

4Please note that in 4 we use T−1
R1C1, so R1 and t1 are the rotation and

translation of the inverted matrix.

residual of the image matches {xi
1,x

i
2}i∈I given by the re-

parameterized epipolar constraint (4) which will be called im-
age residual ri from now:

x∗,R∗2, t
∗
2,R

∗
1, t
∗
1 = argmax p (x,R2, t2,R1, t1|ri) (6)

According to the Bayes rule, the probability to be maximized
can be rewritten as:

p (x,R2, t2,R1, t1|ri) ∝
p (ri|x,R2, t2,R1, t1) p (x,R2, t2,R1, t1)

= p (x,R2, t2,R1, t1)
∏
i∈I

p (ri|x,R2, t2,R1, t1) (7)

Then, we must take some assumptions in order to turn the
problem in a negative log-likelihood minimization. First, we
consider that the displacement and the robot kinematics are
independent so that the prior can be separated:

p (x,R2, t2,R1, t1) = p (x) p (R2) p (t2) p (R1) p (t1)
(8)

Then, we take the distributions of x, t2 and t1 as gaussians
defined in R3. Similarly, p (R2) and p (R1) are also gaus-
sians but defined in SO(3), using the definition of Forster et
al. [18]. Finally, the negative log-likelihood becomes:

L(x,R2, t2,R1, t1) ∝
∑
i

‖ri‖2Σ+‖x‖2Σ

+ ‖Log(R̃−12 R2)‖2Σ+‖t̃2 − t2‖2Σ

+ ‖Log(R̃−11 R1)‖2Σ+‖t̃1 − t1‖2Σ (9)

It is important to notice that (9) is defined in a non-
Euclidean space, so solving it in a typical way can lead to
overdetermined systems. We also follow [18] to optimize the
function on a manifold by using the lift-solve-retract method.
Please see the Appendix 6.1 for the analytic jacobians of 9.

3. EXPERIMENTS

In this section we present the main experiments we used to
validate our approach. We used the Robotics and Computer
Vision Toolbox [19] to simulate a moving robot with a projec-
tive camera as in shown in Fig. 3.

3.1. Closed-form Solution

First we perform a sensibility analysis of the closed-form so-
lution. We tested it under perturbations in the camera, IMU
orientation and robot joints, given by additive gaussian noise
models. We compute the posterior distribution of the solu-
tion through Monte Carlo Simulation by variating the mod-
els’ variance; we considered 3000 iterations for each in order
to get a reasonable representation of the posterior.



Fig. 3. Left: A general overview of the experimental set-
ting. We locate 500 points (in green) at random locations in
a space 0f 2 × 2m. We considered a robot with a mobile
head at poses (x, y, θ, θpitch, θyaw) = (−0.3, 0, 0◦, 0◦, 0◦)
and (−0.24, 0, 0◦,−10◦, 20◦). Right: A zoom of the robot
and camera poses.

.

Figure 4 shows the results of the Monte Carlo simulation
for some scenarios. In general, camera errors did not greatly
affected the estimation since we used a standard scheme based
on RANSAC to choose the best matches. IMU noise affected
severely the odometry, but only in extreme cases; in general
these sensors provide very accurate orientation. The most
critical case was the joint noise, since small errors affected
rapidly the estimation providing inconsistent results, such as
shown in Fig. 5.

(a) (b)

(c) (d)

Fig. 4. Experimental results of the Monte Carlo validation of
the closed form solution. All the plots are zoomed to x ∈
[−0.35,−0.2], y ∈ [−0.05, 0.05]. (a) Noise free solution, the
error of the plotting grid is 1cm, (b) Posterior given σcam =
5px, (c) Posterior given σIMU = 2◦, (e)(f) Posterior given
σjoint = 4◦.

.

3.2. MAP Solution

The MAP solution was solved used the jacobians in the
Appendix 6.1 in a modified Gauss-Newton (GN)/Levenberg-
Marquardt (LM) scheme to be run on the manifold just as
[18], so we wrote a simple implementation without MAT-
LAB’s improvements and heuristics.

Fig. 5. Error curves for the joint noise test, per axis. Please
note how the solution in x rapidly decay to zero translation
whereas the estimated y translation increases, even though the
translation was zero along that axis.

Results in general were not satisfactory because the MAP
solution seems to need a very good starting point, as well as
a better tuning of the parameters such as the covariances of
the priors and the damping factors of the LM. A single ex-
ample of results obtained in a straight walking test without
noise are shown in Fig. 6. Since the test was noise-free, the
closed-form solution provides exactly the ground-truth solu-
tion whereas the MAP one is not able to estimate accurately
the real odometry.

4. CONCLUSIONS

This work presented two approaches to the visual odometry
estimation problem in a humanoid robot. We used the infor-
mation available from the forward kinematics to get a closed
form solution as well as a maximum a posteriori cost func-
tion. We performed simple experiments to validate both ap-
proaches in a simulated scene, showing the advantages and
weaknesses of each one. Future works require to test both
solutions in more challenging environments, in order to have
a better understanding of their limits. Furthermore, the MAP
solution still requires some tuning and improvements in the
optimization algorithm so as to obtain more accurate results
as well as the inclusion of robust estimation loss functions to
handle image matches outliers in a realistic scene; we believe
that this approach is promising so future work must point in
that direction.



Fig. 6. Comparison of both solutions in the straight walking
test. We chose a starting point of (x0, y0) = (0.05, 0), with
a prior variance of Σx,y = 10I2×2. The execution time of
the closed-form solution was 0.031± 0.018 [s], the MAP one
took 0.329± 0.148 with unoptimized MATLAB code

5. REFERENCES

[1] Richard Hartley and Andrew Zisserman, Multiple View
Geometry in Computer Vision, Cambridge University
Press, 2003. 1, 2

[2] Yi Ma, Stefano Soatto, Jana Kosecka, and S Shankar
Sastry, An Invitation to 3-d Vision: From Images to Ge-
ometric Models, vol. 26, Springer Science & Business
Media, 2002. 1, 2

[3] Andrew J. Davison, “Real-time simultaneous localisa-
tion and mapping with a single camera,” Computer Vi-
sion, 2003. Proceedings. Ninth IEEE International Con-
ference on, vol. 2, pp. 1403–1410, 2003. 1

[4] Raul Mur-Artal, J. M M Montiel, and Juan D. Tar-
dos, “ORB-SLAM: A Versatile and Accurate Monoc-
ular SLAM System,” IEEE Transactions on Robotics,
vol. 31, no. 5, pp. 1147–1163, 2015. 1

[5] Jakob Engel, Thomas Schöps, and Daniel Cremers,
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6. APPENDIX

6.1. Analytic Jacobians of (9)

Following the lifting technique described in [18], we provide
expressions for the jacobians of (9). We divide the cost func-
tion into six, as is whown as follows:

Fri = x1
>[t]×Rx2 (10)

Fx = (x, y)> (11)

Fφ2 = Log
(
R̃−12 R2

)
(12)

Ft2 = t̃2 − t2 (13)

Fφ1 = Log
(
R̃−11 R1

)
(14)

Ft1 = t̃1 − t1 (15)

where t = R1RIMUt2 + R1x + t1 and R = R1RIMUR2.
Also, φ2 = (φ2x, φ2y, φ2z)

> corresponds to small
changes in the angles of the rotation matrix R2; the same
for R1.

6.1.1. Jacobians of Fx

∂Fx

∂x, y
= −I2×2 (16)

∂Fx

∂φ2
= 02×3 (17)

∂Fx

∂t2
= 02×3 (18)

∂Fx

∂φ1
= 02×3 (19)

∂Fx

∂t1
= 02×3 (20)

6.1.2. Jacobians of Fφ2

∂Fφ2

∂x
= 03×1 (21)

∂Fφ2

∂y
= 03×1 (22)

∂Fφ2

∂φ2
= J−1r (R̃−12 R2) (23)

∂Fφ2

∂t2
= 03×3 (24)

∂Fφ2

∂φ1
= 03×3 (25)

∂Fφ2

∂t1
= 03×3 (26)

where J−1r (a) = I− 1−cos ‖a‖
‖a‖2 [a]× + ‖a‖− sin ‖a‖

‖a‖3 [a]2×

6.1.3. Jacobians of Ft2

∂Ft2

∂x
= 03×1 (27)

∂Ft2

∂y
= 03×1 (28)

∂Ft2

∂φ2
= 03×3 (29)

∂Ft2

∂t2
= −I3×3 (30)

∂Ft2

∂φ1
= 03×3 (31)

∂Ft2

∂t1
= 03×3 (32)

6.1.4. Jacobians of Fφ1

∂Fφ1

∂x
= 03×1 (33)

∂Fφ1

∂y
= 03×1 (34)

∂Fφ1

∂φ2
= 03×3 (35)

∂Fφ1

∂t2
= 03×3 (36)

∂Fφ1

∂φ1
= J−1r (R̃−11 R1) (37)

∂Fφ1

∂t1
= 03×3 (38)

6.1.5. Jacobians of Ft1

∂Ft2

∂x
= 03×1 (39)

∂Ft2

∂y
= 03×1 (40)

∂Ft2

∂φ2
= 03×3 (41)

∂Ft2

∂t2
= 03×3 (42)

∂Ft2

∂φ1
= 03×3 (43)

∂Ft2

∂t1
= −I3×3 (44)



6.1.6. Jacobians of Fri

∂Fri

∂x, y
= −x>1 R1R[x2]× (45)

∂Fri

∂φ2
= −x1>[t]×R[x2]× (46)

∂Fri

∂t2
= −x>1 R2[x2]× (47)

∂Fri

∂φ1
= −x>1 [t + R1RIMUt2 + R1x]×R[x2]× (48)

∂Fri

∂t1
= −x>1 R[x2]× (49)
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