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ABSTRACT
We replicate the main findings of the seminal paper by Andersen, Bo-

llerslev, Diebold, and Labys (2003). We estimate GARCH(1,1), EGARCH(1,1),
FIEGARCH(1,d,1) models for daily returns, the Andersen et. al. ARFI-
MA(5,d,0) model for the logarithmic realized variance, and two Gaus-
sian Process based models: GP-OU, and GP-RQ. We compare all the
models in terms of in-sample information criterion, in and out-of-sample
mean squared error, and Mincer-Zarnowitz regressions for one day
ahead forecasts.

1. INTRODUCTION

Volatility permeates the world of finance, and has become the cen-
tral object of study in the field of financial econometrics. Its mere esti-
mation has important applications in areas such as macro-finance, asset
allocation, and risk management, among others, and its forecasting is
of fundamental importance for the pricing of volatility sensitive assets,
and therefore, for the implementation of any sound trading strategy.
However, since volatility is not a directly observable quantity, its esti-
mation and forecasting performance evaluation can prove to be a cha-
llenging task. In order to delve deeper into the world of financial econo-
metrics, in this project we attempt to replicate the main results found in
the seminal work by Andersen, Bollerslev, Diebold, and Labys (Econo-
metrica, 2003, henceforth ABDL), utilizing one year of high-frequency
EUR/USD exchange rata price data.

To this end, Section 2 introduces the distributional characteristics
and stylized facts of asset returns and explains the challenges ahead.
Section 3 describes the concept of realized volatility as an adequate
proxy for the unobserved quadratic variation of the underlying pro-
cess, and its construction from high-frequency data. Section 4 introdu-
ces the models for estimating and forecasting volatility considered in
ABDL. Section 5 introduces three non-parametric models based on the
Gaussian Process framework. Finally, we compare and evaluate all the
models in terms of their in-sample fit, and out-of-sample performance
of one-step ahead forecasts. Section 6 concludes

2. STYLIZED FACTS OF ASSET RETURNS

We consider as price data the daily closing prices for the EUR/USD
exchange rate, between January 2014 and October 2015, for a total a
459 days. From the price series, asset returns are constructed from the
logarithmic difference Rt = ln(Pt) − ln(Pt−1). Both time series are
shown in Figure 1.

As has been known in the finance literature since the early works of
Mandelbrot (1963) and Fama (1965), we find that the return series pos-

Figure 1: EUR/USD Price and Return Series

sesses very little predictability. The null hyphotesis of zero mean in the
series cannot be rejected, and the autocorrelations are in the order of
10−3. We also find that the return series is non-normal, with an excess
kurtosis of 2.056 and a slight negative skewness of -0.109. However,
as is pointed out in Zivot (2008), these properties tend to be heavily
exacerbated on times of financial distress.

Previous insignificant autocorrelations point to very little linear pre-
dictibility in the return process. However, it is not white noise. Indeed,
there is substancial evidence in the literature for the presence of condi-
tional heteroskedasticity in asset returns, as shown in French, Schwert
and Stambaugh (1987) for the case of S&P returns, for example. Since
we are interested in modeling volatility, which can be thought of has
the variability latent in the returns process, series that proxy for the
return process conditional variance or deviation, such as the squared
returns or absolute returns, become of natural interest. And contrary to
the return process, we find that the squared and absolute returns series
possess substantial predictability. The autocorrelation function of the
squared return series, which maps lags ` (up to 70 lags) to the sample
autocorrelation corr(Rt, Rt−`), is presented in Figure 2:

Figure 2: Autocorrelation functions of R2
t and |Rt|

The strong positive autocorrelation of the previous processes co-
rresponds to what has been known traditionally in the financial industry
as volatility clustering (e.g., Engle 1982). Moreover, we find that these
processes are both highly leptokurtic, with excess kurtosis of 22.245
and 3.763 respectively, and have a high degree of asymmetry, with



skewness values of 4.169 and 1.764 respetively. As discussed in Engle
and Patton (2001), the volatility clustering, heavy tails, and asymmetric
(so called leverage) effects, constitute some of the known stylized facts
about the volatility process. Overall, these results remark the impor-
tance of proper volatility modeling to account for these stylized facts.
In the following sections, we will review the traditional models that
attempt to capture these features.

3. REALIZED VOLATILITY

As it was mentioned earlier, one of the main difficulties in volatility
modeling is that the true process is latent, rendering the performance
evalulation of volatility models challenging. Both squared and absolute
returns constitute very noise proxies for the actual volatility process, so
ex-post forecasting performance of reasonable models on these proxies
tend to yield dissapointing results. In this line of work, Andersen and
Bollerslev (1998) show that much more accurate volatility proxies can
be constructed utilizing high-frequency data.

While their work is highly technical, their main point is that we can
approximate the quadratic variation of the underlying volatility pro-
cess {σt}t via intraday sampled squared returns. More formally, given
a Wiener process {Wt}t and an adapted martingale return process Rt
on (R,L), we have:

dRt = σtdWt (1)

So that the quadratic variation of Rt between times t and t + h is ap-
proximated by:

[R]t+ht =

∫ t+h

t

σ2
sds ≈

∑
j=1,...,h/∆

R2
t−h+j∆ (2)

Where there are j = 1, . . . , h/∆ measurements during the time in-
terval (t, t+h). In our case, we will consider daily time intervals, with
intraday measurements every 5 minutes. Indeed, as Andersen and Bo-
llerslev note, there is a trade-off between discretization error from sam-
pling at low frequencies, and model misspecification from sampling
at high frequencies. Detailed discussion of this matter can be found
in Ait-Sahalia, Mykland and Zhang (2005), and Hansen and Lunde
(2006).

Since markets open only Monday through Friday, and trades ocurr in
the order book at arbitrary times, the data is not regularly spaced. To
construct daily realized volatilities form tick bid and ask quotes, we
take as the traded price the midpoint between the bid and the ask, and
logarithmically interpolate between the closests trades in each 5 minu-
te mark. Following ABDL, we discard days with close to zero activity,
obtaining a total of 458 observations. From this sample, we take 400 as
training set for the models presented in the next section, and 58 as the
validation set for their out-of-sample forecasting evaluation.

4. ABDL VOLATILITY MODELS

4.1. GARCH(1,1)

The Generalized Autoregressive Conditional Heteroskedacity mo-
del proposed by Bollerslev (1986) constitutes an extension of the semi-
nal ARCH model of Engle (1982). We will consider the special case of

the general GARCH(p,q) where p=q=1, and where, in turn, the condi-
tional variance σt is specified by the following equations:

Rt = σ
1/2
t εt

σt = ω + αR2
t−1 + βσt−1

(3)

Where Rt are the time t returns, the process εt is white noise. The
parameters α and β capture, respectively, the time persistence of squa-
red returns and conditional variance of returns, while ω represents the
long-run variance. The model parameters are readily estimated by Ma-
ximum Likelihood Estimation (henceforth MLE), where the starting
values are set to the unconditional return variance, as usual. With this
autoregressive specification, we easily see that the GARCH(1,1) mo-
del reproduces the volatility clustering property. Figure 3 presents the
in and out-of-sample results obtained from the GARCH model.

Figure 3: GARCH

4.2. EGARCH(1,1)

While the GARCH(1,1) model deals with the volatility clustering
phenomenon, it is completely symmetric and ignores leverage effects.
The Exponential Generalized Autoregressive Conditional Heteroske-
dacity model of Nelson (1991) or EGARCH(1,1) captures asymmetric
effects by modeling absolute returns instead of squared returns, and
considering the following set of equations:

Rt = σ
1/2
t εt

ln(σt) = ω(1− β) + β ln(σt−1) +At−1

At = θεt + γ(|εt| − E(|εt|))
(4)

Where {Rt, σt, εt, ω, β} have the same interpretation as before. Mo-
reover, the At term accounts for the asymmetry in the return distribu-
tion. If θ and γ are statistically different, we can conclude that there
are indeed leverage effects in return series. The parameters are also es-
timated readily by MLE, similarly to the GARCH(1,1) model. Results
are shown in Figure 4.

Figure 4: EGARCH



4.3. FIEGARCH(1,d,1)

As we saw in Figure 2, squared and absolute returns exhibit signi-
ficant autocorrelations up to more than 100 lags, a phenomenon which
is generally referred as long memory. While GARCH(1,1) and its ex-
ponential variant are indeed autoregressive, their implied model au-
tocorrelations decay exponentially, while the sample autocorrelations
shown suggest a much slower decay. The Fractionally Integrated Ex-
ponential Generalized Autoregressive Conditional Heteroskedacity of
Baillie, Bollerslev, and Mikkelsen (1996) accounts for this feature,
essentially considering the ARFIMA process of Granger and Joyeux
(1980) for the logarithm of the conditional variance. The fractional
operator (1 − L)d can be defined by its McLaurin expansion, and re-
presents a middle ground between exponential decay and the infinite
persistente of integrated time series. The FIEGARCH(1,d,1) specifica-
tion is given by its infinite order MA representation:

Rt = σ
1/2
t εt

ln(σt) = ω + (1− φL)−1(1− L)−d(1 + ΨL)gt−1

gt = θεt + γ(|εt| − E(|εt|))
(5)

Where L is the lag operator,Φ and Ψ are real numbers, and the rest of
the parameters are identical to the EGARCH case. As Baillie, Bollers-
lev, and Mikkelsen (1996, p. 12) point out, the standarized innovations
zt = εtσ

−1/2
t are leptokurtic and not i.i.d. normally distributed though

time. Therefore, in this situation we employ the more robust Quasi-
Maximum Likelihood Estimation method described by Bollerslev and
Wooldridge (1992), which permits asymptotically valid inference on
the parameter estimates. The consistency and asymptotic normality of
the QMLE estimators are justified via central limit-type theorems (see
e.g., Baillie et. al. 1996). Results for the FIEGARCH model are pre-
sented in Figure 5.

Figure 5: FIEGARCH

4.4. ARFIMA(5,d,0)

Andersen, Bollerslev, Diebold and Labys found that one can mo-
del daily realized volatility directly in a time series manner, and obtain
more accurate results, rather than utilizing models based on squared
or absolute returns, such as those from the GARCH family. Andersen
et. al note that the logarithm of the realized variance distributes remar-
kably similar to a normal random variable. Indeed, we confirm these
findings in our own sample, where we find a sample skewness value
of -0.015 and a sample excess kurtosis of -0.531. This motivates the
following specification for the logarithmic realized volatility process
{yt}t:

Φ(L)(1− L)dyt = εt

Φ(L) =

5∑
k=0

φkL
k

(6)

Where, again, Lk represents the lag operator iterated k times, (1−L)d

is the fractional operator as before, and φk are real numbers represen-
ting the persistence of realized volatility. The time series parameters
can easily be estimated by the Ordinary Least Squares Method (e.g.
Box, Jenkins and Reinsel 2008). To estimate the fractional differen-
ce parameter, we employ the Geweke and Porter-Hudak (1983) log-
periodogram estimator, details of which can be found on the reference.

Figure 6: ARFIMA

5. GAUSSIAN PROCESSES

Gaussian Processes can be viewed as an infinite dimensional gene-
ralization of the multivariate normal distribution. This is parametrized
by means of a functional specification of the mean and covariance of
the process in the infinite dimensional space, known as the mean fun-
ction and the kernel of the GP, which we denote by m(t) and K(t1, t2)
respectively. With a sample of inputs and outputs at hand, conditional
probabilities for the multivariate normal distribution can be derived,
and non parametric probability based estimates for out of sample pre-
dictions easily follow. For further details, see Rasmussen and Williams
(2006).

Next, we consider Gaussian Process based models for realized vo-
latility. To this end, we consider a constant mean function, and, for the
sake of simplicity, we experiment with two of the most commonly used
kernels in GP regression: Ornstein-Uhlenbeck (GP-OU), and Rational
Quadratic (GP-RQ). We also add measurement noise parametrized by
a zero mean gaussian distribution. All the mean function, kernel, and
noise hyperparameters are estimated via maximization of the marginal
likelihood, utilizing only training data. Finally, we make one day ahead
predictions with these hyperparameters fixed.

5.1. GP-OU

The Ornstein-Uhlenbeck kernel, also known as Exponential kernel,
is given by:

K(t1, t2) = σ2e−γ|t1−t2| (7)

As Chapados and Dorion (2010) point out, the traditional stochastic
volatility models can be thought as a special case of the GP-OU regres-
sion on the log-target. Results are shown in Figure 7.

Figure 7: GP-OU



5.2. GP-RQ

Finally, the Rational Quadratic kernel is defined by:

K(t1, t2) =

(
1 + (t1 − t2)2

2α`2

)−α
(8)

The rational quadratic kernel is equivalent to an infinite scale mixture
of square exponential kernels, as it assigns nonzero mass to functions
with a range of length scales (Hennig et. al. 2011).

Figure 8: GP-RQ

6. RESULTS

When we consider as statisical loss function the mean squared error,
then the conditional expectation of the model becomes the optimal fo-
recast, since it minimizes MSE by definition. For the six models pre-
viously discussed, we estimate the corresponding parameters using the
training set data, then form one day ahead conditional expectations,
both in-sample and out-of-sample. Consequently, we estimate in and
out-of-sample MSE errors, and Aikake’s Information Criterion for each
model. We also consider regressions in the tradition of Mincer and Zar-
nowitz (1969) (see e.g. Andersen et. al. 2003), which take the form:√

RVt+1 = β0 + β1σ
ABDL
t+1|t + β2σ

GP
t+1|t (9)

Where σModel
t+1|t represents the one day ahead forecast from that model.

The idea is to run regressions first for all models with the constraint
β2 = 0, and obtain results. If the conditional variance is correctly spe-
cified, then β0 = 0 and β1 = 1, hence the estimator is unbiased (e.g.
Andersen and Bollerslev, 1998). Then, we lift the β2 restriction, and
regress all the ABDL models with one GP model as an extra regressor,
one by one. This time, the coefficients β1 and β2 and the gain in R2,
convey the linear informational gains from including an ABDL-type
model to a GP-based model regression (RQ for in-sample, OU for out-
of-sample). If the conditional variance is correctly specified as a GP
model, then there is no incremental gains to be had by including the
ABDL models in the regression, so we should get β0 = 0, β1 = 0,
and β2 = 1 (Andersen and Bollerslev, 1998). Results are presented in
Tables 1,2, and 3.

AIC MSEIN MSEOUT
GARCH -3021.45 3,642 · 10−6 4,351 · 10−6

EGARCH -3010.03 4,026 · 10−6 4,865 · 10−6

FIEGARCH -3012.22 3,965 · 10−6 4,916 · 10−6

ARFIMA -3041.28 6,827 · 10−6 4,601 · 10−6

GP-OU -3040.11 4,036 · 10−6 4,406 · 10−6

GP-RQ −3065,11 3,074 · 10−6 4,153 · 10−6

Table 1: AIC and MSE performance

β0 β1 β2 R2

GARCH -0.001 1.007 - 0.562
EGARCH -0.000 0.884 - 0.529
FIEGARCH 0.000 0.969 - 0.524
ARFIMA 0.000 1.014 - 0.557
GP-OU 0.000 0.839 - 0.536
GP-RQ 0.000 1.003 - 0.630
RQ+GARCH 0.000 0.131 0.882 0.631
RQ+EGARCH 0.000 0.093 0.915 0.631
RQ+FIEGARCH 0.000 -0.008 1.010 0.630
RQ+ARFIMA 0.001 0.000 0.918 0.632

Table 2: In-sample Mincer-Zarnowitz regressions

β0 β1 β2 R2

GARCH 0.002 0.589 - 0.080
EGARCH 0.003 0.439 - 0.105
FIEGARCH 0.003 0.399 - 0.067
ARFIMA 0.003 0.564 - 0.111
GP-OU 0.002 0.591 - 0.130
GP-RQ 0.001 0.758 - 0.89
OU+GARCH 0.001 0.278 0.480 0.143
OU+EGARCH 0.002 0.243 0.427 0.152
OU+FIEGARCH 0.001 0.228 0.469 0.149
OU+ARFIMA -0.002 -0.003 0.996 0.137

Table 3: Out-of-sample Mincer-Zarnowitz regressions

7. CONCLUSIONS

Several things can be said regarding the obtained results. First, in
terms of AIC, both ARFIMA and GP based models provide the lowest
values, with GP-SE being the lowest. This could be explained by the
low number of (hyper) parameters used by GP models, relative to the
EGARCH/FIEGARCH models. Secondly, in terms of mean squared
errors, the GP-RQ model is heavily favored both in and out-of-sample.

Regarding MZ regressions, first, we easily see that all models are
unbiased. We interpret the coeficient β1 as the degree of information
about the true DGP implicit in the model forecasts. Secondly, we re-
cover ABDL result that the ARFIMA model of logarithmic realized
volatility provides more information and accuracy than GARCH-based
models. However, from our results we see that Gaussian Process ba-
sed forecasts, both the GP-OU and GP-RQ, contain all the information
concerning realized volatility when regressed jointly with ARFIMA.
Finally, we see there is some gain in including returns-based models
from the GARCH family into the forecasting, but GP-models offer
most of the information and forecasting power, nevertheless.

Overall, we have shown that Gaussian Process models constitute a
highly competitive alternative in volatility modelling and forecasting.
Moreover, with proper covariance engineering, we expect to achieve
even better forecasts. Phenomena such as fractional integration, regime
switching, exogenous macroeconomic variables, and market expecta-
tions, may all be things that can help explain characteristics of the true
volatility process. Insofar we can replicate or approximate the stylized
facts of reality, we can expect more accurate predictions.
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