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Abstract—This work seeks to apply machine learning tech-
niques to commercial and operational problems in organizations.
Prototype solutions are developed for two real cases: an e-
commerce product classifier for Paris.cl retailer and a customer
churn probability estimator for a medium sized hardware chain in
Chile. In both problems, Support Vector Machines (SVM) turned
out to be the most accurate models, compared to Random Forest
and/or k-Nearest Neighbor approaches. The precision achieved
by these tools were 73% and 81% over the test sets, respectively.

Keywords—Machine learning, SVM, NLTK, churn prediction,
text classification.

I. MACHINE LEARNING IN BUSINESS INTELLIGENCE

Machine Learning is a developing field related to computer
science, data science and optimization. As Information Tech-
nologies are becoming adopted more rapidly by businesses,
the amount of data assets increases as well. The motivation of
this work is to apply machine learning techniques to provide
functional prototypes of tools to be used by real companies,
with the ultimate goal of extracting valuable information from
said data assets, aiming to require minimal human interaction.

II. E-COMMERCE PRODUCT CLASSIFICATION

A. Introduction

Paris.cl is a Chilean online retailer offering more than
70,000 products at any point in time. This huge amount of
items is also constantly changing, as seasons change and new
tendencies in product line arrives. Currently, the classification
process for new products on the website is performed manually
by employees, which may lead to misclassification. In the long
run, the accumulation of mistakes diminishes the efficiency of
manual product search and site navigation, ultimately harming
user experience and reducing sales conversion rate. Aiming to
assist this process or, in the best scenario, automate most of
it, a supervised classification method was developed, based on
available product attributes. This problem is not exclusive to
Paris.cl, but present in many e-commerce websites handling
large volumes, so a solution to this problem could be im-
plemented in other companies, providing a reduction of man-
hours employed and increased conversion rate.

B. Methodology

1) Data acquisition and preprocessing: In order to obtain
data for every product listed on Paris.cl and its classification

(which is hierarchical), a script on Java and its Selenium
library was developed to download data directly from the site
(a technique called web scrapping). This script finished with
71,173 products classified in 1,119 categories. The following
product attributes were obtained through this method: title,
SKU, description, image URL, technical details, price and sale
price.

After acquisition, text data was preprocessed and trans-
formed into numeric vectors. The following techniques were
applied in order: 1. Punctuation marks removal. 2. Stop words
removal (these are words with no semantic significance for
the algorithm). 3. Stemming (equivalence class of words with
the same meaning, but differences in gender, number, etc). 4.
Vectorization: vector representation of the text content based
on the number of times a word is contained in it.

As a side note, vectorization of a text does not represent
its meaning completely, syntactically speaking, but this is not
as much of a problem for e-commerce products as it would be
in a chat bot, for instance.

2) Model and feature selection: As a starting point, a
neural network (NN) was considered for the image processing,
using tansfer learning on another NN previously-trained with
data from Image-Net [1]. For the rest of the attributes NN,
support vector machines (SVM) and random forest (RF) were
considered. Literature on text processing hinted on SVM as the
preferred tool in terms of speed and accuracy. The problem of
text classification using SVM has been studied for the case
of sentiment analysis of movie reviews (positive or negative
feedback).

Due to time constraints, image was not included as a
feature for the results in this report, since it required a separate
model.

Specifically, as a first approach, a linear kernel was tested
on the SVM method, since the vectorization process generates
a number features as big as the total vocabulary used in all of
the products in the train set. Linear kernels are fast to optimize
and the result separates the vector space with hyperplanes.
In the case of text, this is a desirable property since clouds
of words from different labels should be far, at least in the
higher level categories. The result from a linear kernel could
be interpreted as rules regarding the number of times a word
appears on a product.

Results on the linear kernel SVM are presented in section



II-C. They were further improved using a gaussian kernel with
appropriate parameters. The interpretation for the gaussian
kernel is a bit different. Every support vector implies a radial
exponential decay probability. This is, for certain neighbor-
hood of the support vector a point has a high probability of
being classified as the same type, but for points outside, the
probability approaches 0 rapidly. This means that the set of
support vectors forms a cloud instead of a polyhedron. As
will be seen on the next sections, the cloud shape is not only
better in terms of accuracy, it also helps to determine what
kind of categories are actually not needed, or should not be
considered as such (rather should be filters on the website).

3) Hierarchical classification: It’s important to mention
that product categories at Paris.cl follow a hierarchical struc-
ture (categories inside other categories). The main problem
is to classify products correctly at the deepest levels of the
category tree. If this could be done as the first step, then the
parent categories could be traced from the leaves to the root
of the tree easily. Nevertheless, the amount of leaves is too
big and the amount of products in each leaf too unbalanced
for the classifiers proposed to work correctly in most of them.
Some leaves were found containing less than 10 products in
it, which would only add noise to the classifier.

For this reason, the hierarchical classification strategy pre-
sented is composed of multiple SVMs, one at each category of
the tree, trained over products inside it and labeled only with
its child subcategories. The first SVM classifies products in 12
main categories, while the second level has 95 categories (in
average 8 subcategories for each main category). This strategy
trains SVMs over better balanced sets, but one caveat is that
a misclassification at the first level will probably result in a
misclassification at deepest levels.

C. Results

Results for fist level classification, using only product title
as feature, are presented in tables 1 and 2, for linear and
gaussian kernels respectively. Gaussian kernel has a better per-
formance overall, except on the category ’Juguetes’ (category
names are left in Spanish for consistency with data, also deeper
categories have increasingly complex names). It also uses less
support vectors, which is desirable to avoid overfitting.

In both classifiers, the confusion between ’Juguetes’ and
’Infantil’ is higher than any other pair. This is because many
products could belong to any or both of these categories.

Precision Recall Support Vectors
Belleza 1.00 1.00 2857
Deco 0.97 0.95 1569
Deportes 0.96 0.90 506
Dormitorio 0.98 0.97 2466
Electro 0.91 0.96 210
Infantil 0.75 0.95 1582
Juguetes 0.56 0.08 585
Linea Blanca 0.97 1.00 680
Moda 0.97 0.99 1044
Muebles 0.93 0.99 961
Tecnologia 0.94 0.95 434
Zapatos 0.96 1.00 1341

Table 1: Precision, recall and support vectors for every first
level category. Linear SVM trained with product titles only.

Precision Recall Support Vectors
Belleza 1.00 1.00 2324
Deco 0.97 0.94 1224
Deportes 0.97 0.90 393
Dormitorio 0.98 0.98 1978
Electro 0.93 0.94 198
Infantil 0.75 0.93 1259
Juguetes 0.44 0.10 444
Linea Blanca 0.98 1.00 578
Moda 0.98 0.99 833
Muebles 0.94 0.99 772
Tecnologia 0.94 0.95 352
Zapatos 0.96 1.00 1015

Table 2: Precision, recall and support vectors for every first
level category. Gaussian SVM trained with product titles

only.

To address the problem of confusion between ’Juguetes’
and ’Infantil’ a gaussian SVM was trained with the description
feature, hoping this would yield superior performance, given
its more informative nature. As seen on table 3, the inclusion
of the description had no impact. For this reason, and the
considerably higher amount of time it takes to train using the
description, all further models were trained with titles only.

Precision Recall Support Vectors
Belleza 1.00 1.00 2411
Deco 0.97 0.96 1239
Deportes 0.96 0.88 400
Dormitorio 0.99 0.97 1945
Electro 0.95 0.96 231
Infantil 0.75 0.96 1235
Juguetes 0.42 0.05 438
Linea Blanca 0.98 1.00 566
Moda 0.98 0.99 864
Muebles 0.93 0.99 712
Tecnologia 0.94 0.95 343
Zapatos 0.95 1.00 1004

Table 3: Precision, recall and support vectors for every first
level category. Gaussian SVM trained with product

descriptions only.

Given the promising results of the first level classification,
a second level classification was performed, according to the
predicted label on the first level. This means the misclassifi-
cation of the higher level will be implicitly included in the
results of the second. As before, the same 80% of the data
set was used to train each SVM. Random forest method was
included after seeing the poor results of 2nd level SVMs, but it
did not help. The precision on each method tested is presented
in table 4.

Linear SVM Gaussian SVM RF
1st Level 93% 94% 93%
2nd Level 54% 57% 49%

Table 4: Precision for different classification methods, by
hierarchy level.

As seen, the gaussian SVM had the better results, neverthe-
less they were still poor for a real application. Further analysis
of results shed light upon a source of confusion: miscellaneous
categories. These are catch-all categories that include products



from others in the same level. This is the case, as seen in
figure 1, of ’Ofertas’ and ’Elige tu pulgada’ in the ’Electro’
category. The first category contains products of ’Electro’ that
are on sale and the second contains only TV’s, so the gaussian
SVM labeled them on the separate TV’s category.

It is also seen in figure 2, the case of ’Niños’ within the
’Deportes’ category, due to the fact that ’Niños’ contains a 3rd

level category of bicycles, which products may be confused
with the 2nd level category for bicycles.

Fig.1: Confusion matrix within ’Electro’ category.

Fig.2: Confusion matrix within ’Deportes’ category.

As seen on figure 1, TV’s are only labeled as TV’s, which
is a nice feature of the SVM kernel. As discussed in the
previous section, this kernel divides the space in clouds, so
the TV’s cloud is well represented enough to allow a user to
spot innecesary categories such as ’Elige tu pulgada’, which

should be a filter instead (as well as ’Ofertas’ and, maybe,
’Niños’).

With this insight in mind, the following 2nd level categories
were excluded from the 2nd level training and test: ’Elige tu
pulgada’, ’Ofertas’, ’Null’, ’Ofertas Tecnologı́a’, ’Destacados’,
’SALE! y Tendencias’, ’SALE BELLEZA!’, ’Niños’. The final
result for the gaussian SVM hierarchical model yielded a 73%
overall precision up to the 2nd level, which is a 14 points
increase from the previous best result.

With these results, a 3rd level classifier could possibly be
built and delivered as a product with minimum requirements
for assisted manual classification, considering that the average
product belongs to a leaf between the 2nd and 3rd level.

III. CUSTOMER CHURN PROBABILITY PREDICTOR

A. Customer Retention

To any firm, customer retention should be a primary
concern, not only because of wanting to project the image
of a good brand or have loyal customers, but because the
retention rate is the most important component of the customer
lifetime value (CLV). This metric projects all income that is
to be provided by a customer according to his expected life
as a customer of the firm (calculated from the retention rate)
and the anual average margin of that customer, discounted to
present value. Improvements in the retention rate have a strong
impact on CLV, translating into higher revenues for the firm.
Therefore, improving the retention is important transversely to
all firms.

Customer retention rate for a period t, rt, is defined as the
proportion of customers that are active at the end of period t−1
and remain that way until the end of period t, and the churn
rate is therefore 1 − rt. For the present case, given that the
business (a hardware store chain) is that of a non-contractual
type, in which one can only monitor purchases and cannot
assert with certainty that a customer has left the company (in
contrast to a contractual-type business in which one knows
exactly when a customer has left the company because he or
she asks to be relieved from his contract), it is to be assumed
that a customer effectively left the company if he or she does
not buy for the period of 1 year.

To train a classifier that can predict if a customer will
leave or will remain as an active customer, features are given
which, in accordance to marketing literature, can predict churn.
These are, for each customer, their average ticket, number of
purchases, recency (days since last purchase), the number of
days counting from the first to the last purchase of the customer
(i.e., his o her duration as a customer of the company) taking
the value 0 if there has been only one purchase, recency
over average frequency of visits, and the cluster in which
the customer belongs, defined from billing and the number
of purchases. The classification is binary: it takes the value 1
if the customer left the firm, and 0 otherwise.

B. Classification Testing

The dataset used for training and validation contains his-
toric data from customers that purchased in 2015 or 2016. The
classifier is then trained with data from 2015, and then validat-
ing with data from 2016 if the churn really occurred or not.



The feature space contains 11,373 observations (customers)
and 6 features.

The preprocessing of the data consisted of subtracting to
each feature its average and dividing them by their variance
in order to simplify the following optimizations. After, test set
are constructed via k-folds cross-validation. This provides the
required sets by partitioning the data set into k random subsets
(or folds). Then, each subset is used once to validate while the
remaining k − 1 form the training set.

The classification method used, with the objective of find-
ing the one with the highest precision and then continue to
predict the churn probabilities, were support vector machines,
random forests, and k-nearest neighbors. The precision results
of each one of these classifiers are shown in table 5. For the
SVM, linear, polynomial, gaussian, and the sigmoid kernel
were tested, with the highest precision being provided, after
optimizing over the penalization parameter in the objective
function of the SVM, by gaussian kernel, in which its scale
parameter was also optimized.

SVM RF k-NN
0.810 0.804 0.798

Table 5: Precision for the 3 classification methods

C. Results

Given that the classifier that provided the highest precision
was the SVM with gaussian kernel, the prediction of the churn
probability is carried out by this classifier. Figure 3 shows
the confusion matrix, indicating the type and percentage of
error that the classifier produces. In 80.9% of the cases the
classifier predicts that customers will remain active next year
and effectively the customers purchase 1 or more times during
the following year. In 81.1% of the cases, when the classifier
predicts a churn the churn actually occurs.

Fig.3: Confusion matrix.

The probability predictions are then generated by cross-
validation, therefore the results shown in figure 4 can be
slightly different than those obtained after the classification.

Next to the predicted probabilities are the actual ’true’ prob-
abilities, obtained by dividing the favorable cases of that
predicted probability which became a churn with the total
number of cases. The numbers below the bars show how many
customers had that predicted probability. The results show that
the predicted probabilities are very accurate in comparison
with the true probabilities, with only the case of predicted 80%
probability standing out as having a significant difference with
the true probability (about 15% difference). This confirms the
result provided before about the precision being over 80%.

Fig.4: Distribution of predicted probabilities.

IV. FINAL REMARKS

The tools presented here are expected to provide automa-
tion to operational processes, on one side, by reducing human
intervention and human induced errors, and help provide
insights on the customer base for commercial purposes on
the other, while in both cases relying on machine learning
methods and tools. While the applications presented are only
prototypes, they show high precision and the capability to
solve the problems at hand, and it is very possible that these
applications in the near future enter an implementation stage.

In our experience, it is not common that firms use machine
learning applications to solve problems, and also, studies have
shown that while companies are gathering vast amounts of
information about their customers, the data is rarely translated
to customer knowledge that may help firms gain better un-
derstanding of them and therefore provide a better service or
achieve higher profitability.

It is important also to note that in this work we developed
solutions based on machine learning to problems that are of
the area of operations research, and the result was one of high
precision and has the capability of provide insights for decision
making, therefore combining both fields resulted in a solution
that satisfies the purpose of them both.
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