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ABSTRACT

We review the main sequential Monte Carlo methods existing in the
literature. In particular, we are interested in Bayesian filtering of state-
space models, with potentially nonlinear measurement and transition
functions, as well as non Gaussian innovations. We first review the
state-space framework and the filtering problem. We then introduce
importance sampling based methods for sequential updating of the fil-
tering distribution, such as the original bootstrap filter of Gordon et.
al. (1993), and the auxiliary particle filter of Pitt and Shephard (1999).
We discuss particle degeneracy and common problems associated with
particle filter implementation. Finally, we conclude with a brief over-
view of recent contributions.

1. THE FILTERING PROBLEM

In the well known state space framework, we are interested in esti-
mating (filtering) a discrete time process {xt}t∈T that takes values on a
certain space X (most often, the Euclidean space Rn). In this work, we
are interested in the case where {xt}t∈T follows a Markovian structu-
re, with dynamics given by the following transition and measurement
distributions:

x0 ∼ π0

xt|xt−1 ∼ f(xt|xt−1)

yt|xt ∼ g(yt|xt)

Where π0 is a given initial state distribution. In other words, the filte-
ring problem then consists on obtaining on obtaining the filtering distri-
bution of the states given the observations p(x0:t|y0:t), or the marginal
distribution p(xt|y0:t). By the Markov property and using Bayes’ rule,
we can equivalently express these distributions as:

p(x0:t|y0:t) = p(x0:t−1|y0:t−1)
f(xt|xt−1)g(yt|xt)

p(yt|yt−1)

p(xt|y0:t) = g(yt|xt)
∫
f(xt|xt−1)

p(yt|yt−1)
dxt−1

To evaluate these expressions we have to compute p(yt|yt−1). To
this end, we can integrate out yt−1 in p(yt|yt−1), by conditioning on
the state xt−1:

p(yt|yt−1) =

∫
p(xt−1|yt−1)f(xt|xt−1)g(yt|xt)dxt−1 (∗)

If the previous integral is analytically tractable, such as the classic
Linear Gaussian Model (Kalman, 1960), we can obtain filtering recur-
sions and solve the filtering problem. Even when the functions f and g

are non linear, extensions of the Kalman Filter exists for the Gaussian
case, such as the Extended Kalman Filter (Welch and Bishop, 1995)
which provide approximations of the filtering distribution.

However, most if not all these traditional methods fail to generalize
to the non-Gaussian case. In this context, sequential Monte Carlo met-
hods offer an intuitive and powerful framework to solve the filtering
problem for potentially nonlinear and non-Gaussian functions and in-
novations, respectively.

2. IMPORTANCE SAMPLING

Suppose we want to compute the expectation of a function of the
state f(xt) w.r.t the filtering distribution:

E(f(xt)|y0:t) =

∫
X
f(x)p(x|y0:t)dx

It is generally not possible to sample from the distribution p(xt|y0:t). In
the Importance Sampling method, we use an importance distribution,
π(xt|y0:t), whose support contains the support of the filtering distri-
bution, that is, π(xt|y0:t) > 0 ⇒ π(xt|y0:t) > 0, to approximate the
filtering distribution via the Monte Carlo method, where the expecta-
tion is taken w.r.t the importance distribution instead:

E(f(xt)|y0:t) =

∫
X

[
f(x)

p(x|y0:t)

π(x|y0:t)

]
π(x|y0:t)dx

≈ 1

N

N∑
i=1

p(x(i)|y0:t)

π(x(i)|y0:t)
f(x(i))

:=

N∑
i=1

w̃(i)f(x(i))

Defining {w̃(i)}Ni=1 as the unnormalized weights, and {w(i)}Ni=1 as
their normalization, we obtain a discrete particle-based approximation
of the filtering distribution, which constitutes the basis for most se-
quential Monte Carlo methods.

3. SEQUENTIAL IMPORTANCE SAMPLING

In the Sequential Importance Sampling (SIS) method, new obser-
vations yt come in sequentially, and we want to update our weighted
particles in order to approximate the new filtering distribution, without
having to restart the algorithm all over. That is, we look for a recursive
equation to update new weight parameters from old ones.



Indeed, by an intelligent choice of importance distribution, we can
obtain the desired recursive equation. If choose an importance distribu-
tion that can be factorized (sequentially updated) as:

π(x0:t|y0:t) = π(xt|x0:t−1, y0:t)π(x0:t−1|y0:t−1)

Following similar logic as the previous case, it can be easily shown
that the particle weights can be written as:

w
(i)
T ∝

f(x
(i)
t |x

(i)
t−1)g(yt|x

(i)
t )

π(x
(i)
t |x

(i)
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Thus obtaining the desired updating equation for the particle weights.

4. SEQUENTIAL IMPORTANCE RESAMPLING

One significant drawback of the SIS algorithm that more often than
not, a high number of sampled particles will have zero or near-zero
weights. This problem is known in the filtering literature as particle
degeneracy or particle impoverishment. This undesirable situation in-
creases the variance of the estimated importance weights, and will be
amplified even further over time. Usually, after a few steps all the par-
ticles will have negligible weight (Kong et al., 1994).

This particle degeneracy problem can be alleviated via a resampling
procedure. In this article, we review the most popular resampling met-
hod, known as Sequential Importance Resampling (SIR) with a multi-
nomial resampling step. In the resampling step, the normalized weights
(from the previous iteration) are interpreted as the probabilities of ob-
taining the corresponding particle index. Samples from the discrete set
{1, . . . , N} are drawn with probabilities {w(i)}Ni=1, and particles from
drawn values, x(i), are resampled. After resampling, new weights are
set to w(i) = 1

N for all i.

Resampling removes particles with negligible weight and produces mul-
tiple copies of highly weighted particles, hence concetrating the sam-
pled particles around regions of most interest. However, resampling
may be computationally expensive, and should not be (necessarily) per-
formed in every step. A simple rule to monitor weight variance is the
effective particle number:

neff =
1∑N

i=1

(
w

(i)
t

)2

Resampling is then performed whenever neff goes below a certain th-
reshold value, for instance, N/10 (Gordon et. al. 1993).

5. THE BOOTSTRAP FILTER

The performance of the SIR algorithm hinges on the choice of the
importance distribution π(·), since this distribution affects particle de-
generacy. Hence, we would seek an importance distribution that mini-
mizes this undesired effect. It has been shown (Doucet et. al. 2000) that

the optimal variance importance distribution, conditional on informa-
tion set {x0:t−1, y0:t}, is given by :

π∗(xt|x0:t−1, y0:t) = p(xt|xt−1, yt) (∗)

The original particle filter of Gordon et. al. (1993) is called the boots-
trap filter. It is a variation of the SIR algorithm, where the importan-
ce distribution is simply the transition distribution f(xt|xt−1), with
weights updating given by:

w
(i)
t ∝ g(yt|x

(i)
t )w

(i)
t−1

This choice makes the implementation of the bootstrap filter straight-
forward. However, due to the inefficency of the importance distribu-
tion, both resampling at every step, and a high number of Monte Carlo
iterations may be needed. Moreover, the bootstrap filter does not use
the information from the current observation yt to propose new parti-
cles. Thus, a natural extension of the bootstrap filter is to design a filter
that accounts for the current information in the propagation step.

6. AUXILIARY PARTICLE FILTER

The auxiliary particle filter (APF) of Pitt and Shephard (1999) is a
popular algorithm that uses current information to propagate particles,
via a two stage procedure where the order of the resampling and propa-
gation steps is reversed. This procedure allows us to better approximate
the optimal variance distribution (∗), thus obtaining an algorithm with
lower particle degeneracy.

More specifically, in the auxiliary particle filter resampling is perfor-
med first after observing yt, by sampling an auxiliary discrete variable
taking values on the index set {1, . . . , N} with probabilities propor-
tional to the likelihood of the corresponding particle conditional on
the arriving observation. Then, a new set of particles is resampled ac-
cording to the auxiliary variables drawn on the first stage. Then, the
propagation step is performed. Since the optimal variance distribution
is not easy to evaluate or sample, the following importance distribution
is suggested:

π(xt−1, xt|y0:t) = f(xt|xt−1)g(yt|h(xt−1))p(xt−1|yt−1)

Where the function h(·) is usually the expected value or mode of f(xt|xt−1).
With this proposal, the importance sampling weights are given by:

w
(i)
t ∝

f(xt|xt−1)g(yt|xt)p(xt−1|yt−1)

f(xt|xt−1)g(yt|h(xt−1))p(xt−1|yt−1)
=

g(yt|x(i)
t )

g(yt|h(x(i)
t−1))

After all, APF improves posterior approximation relative to the boots-
trap filter, and its less sensible to the presence of outliers.

7. FURTHER WORK

To conclude the presentation, a short overview of some recent met-
hods in the sequential Monte Carlo literature is given, where we briefly
discuss:

The Rao-Blackwellized filter of Chen and Liu (2000)

The Particle Markov chain Monte Carlo method of Andrieu et.
al. (2010)

Parameter learning in the particle filter of Liu and West (2001)
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