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1 Gaussian Process Definition

A Gaussian process (GP) is a collection of random variables, any finite number of which have a joint
Gaussian distribution.[1]

Generally GP’s are written in the form:

m(x) = E [f(x)] , (1)

k(x,x′) = E [(f(x)−m(x))(f(x′)−m(x′))] , (2)

where E[·] denotes the expectation. The notation is formally compressed into the form

f(x) ∼ GP (m(x), k(x,x′)) (3)

1.1 Prediction using Noisy Observations

It is typical for more realistic modelling situations that we don’t have access to function values
themselves, but only noisy versions thereof y = f(x) + ε. Assuming additive independent identically
distributed Gaussian noise ε with variance σ2

n, the prior on the noisy observations becomes

cov(y) = K(X,X) + σ2
nI, (4)

we can write the joint distributions of the observed target values and the function values at the test
locations under the prior as[

y
f∗

]
∼ N

(
0,

[
K(X,X) + σ2

nI K(X,X∗)
K(X∗, X) K(X∗, X∗)

])
. (5)

Deriving the conditional distribution we arrive at the predictive equations for the Gaussian process
regression

f∗|X,y, X∗ ∼ N
(
f̄∗, cov(f∗)

)
, where (6)

f̄∗ , E [f∗|X,y, X∗] = K(X∗, X)
[
K(X,X) + σ2

nI
]−1

y, (7)

cov(f∗) = K(X∗, X∗)−K(X∗, X)
[
K(X,X) + σ2

nI
]−1

K(X,X∗) (8)

1.2 Marginal Likelihood

The marginal likelihood (or evidence) p(y|X) is the integral of the likelihood times the prior

p(y|X) =

∫
p(y|f , X)p(f |X)df . (9)
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The term marginal likelihood refers to the marginalisation over the function values f . Under the
Gaussian process model the prior is Gaussian, f |X ∼ N (0,K), or

log p(f |X) = −1

2
fTK−1f − 1

2
log |K| − n

2
log 2π, (10)

where n is the number of input vectors and the likelihood is a factorised Gaussian y|f ∼ N (f , σ2
n)I

so we can make use of the identities in Appendix A.1 with equations (34) and (37) to perform the
integration yeilding the log marginal likelihood

log p(y|X) = −1

2
yT (K + σ2

nI)−1y − 1

2
log |K + σ2

nI| −
n

2
log 2π. (11)

This result can also be obtained directly by observing that y ∼ N (0,K + σ2
nI)

1.3 Partial Derivatives of the Log Likelihood

Typically the covariance functions that we use will have some free parameters. For example, the
squared-exponential covariance function in one dimension has the following form

ky(xp, xq) = σ2
f exp

(
− 1

2l2
(xp − xq)2

)
+ σ2

nδpq (12)

It is possible to express analytically the partial derivatives of the log likelihood, which can form the
basis of an efficient learning scheme. These derivatives are

∂

∂θi
log p(y(1), . . . , y(n)|x(1), . . . , x(n), θ) = −1

2
trace

(
Q−1

∂Q

∂θi

)
+

1

2
yTQ−1

∂Q

∂θi
Q−1y (13)

The partial derivatives of ky(xp, xq) w.r.t to its parameters can be expressed as

∂ky(xp, xq)

∂σf
= 2σf exp

(
− 1

2l2
(xp − xq)2

)
(14)

∂ky(xp, xq)

∂l
= σ2

f

(xp − xq)2

l3
exp

(
− 1

2l2
(xp − xq)2

)
(15)

∂ky(xp, xq)

∂σn
= 2σnδpq (16)

1.4 Training Hyperparameters

The hyperparameters are trained (or optimised) using the Limited-memory Broyden-Fletcher-
Goldfarb-Shanno (L-BFGS or L-BFGS-B for the bounded case) algorithm, this seems to have
the best performance given the many local minimum. The BFGS method approximates Newton’s
method, as such, it requires the partial derivatives of the negative log likelihood.

1.5 Decision Theory for Regression

The predictive distributions for the outputs y∗ corresponding to the novel test input x∗. The
predictive distribution is Gaussian with mean and variance given in (7) & (8). In practical
applications, however, we are forces to make a decision about how to act, i.e. we need a point-like
prediction which is optimal in some sense. To this emd we need a loss function, L(ytrue, yguess),
which specifies the loss (or penalty) incurred by guessing the value yguess when the true value is
ytrue. For example, the loss function could equal the absolute deviation between the guess and the truth.

Notice that we computed the predictive distribution without reference to the loss function. In
non-Bayesian paradigms, the model is typically trained by minimising the empirical risk (or
loss). In contrast, in the Bayesian setting there is a clear seperation between the likelihood
function (used for training, in addition to the prior) and the loss function. The likelihood function
describes how the noisy measurements are assumed to deviate from the underlying noise-free
function. The loss function, on the other hand, captures the consequences of making a specific
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choice, given an actual true state. The likelihood and loss function need not have anything in common.

Our goal is to make the point prediction yguess which incurs the smallest loss, but how can we acheive
that when we don’t know ytrue? Instead, we minimise the expected loss or risk, by averaging w.r.t.
our model’s opinion as to what the truth might be

R̃L(yguess|x∗) =

∫
L(y∗, yguess)p(y∗|x∗,D)dy∗. (17)

Thus our best guess, in the sense that it minimises the expected loss, is

yoptimal|x∗ = argmin
yguess

R̃L(yguess|x∗) (18)

In general the value of yguess that minimises the risk for the loss function |yguess − y∗| is the median
of p(y∗|x∗,D), while for the squared loss (yguess − y∗)2 it is the mean of this distribution. When the
predictive distribution is Gaussian the mean and the median coincide, and indeed for any symmetric
loss function and symmetric predictive distribution we always get yguess as the mean of the predictive
distribution. However, in many practical problems the loss functions can be asymmetric, e.g. in safety
critical applications, and point predictions may be computed directly from (17) & (18).

2 Sparse Gaussian Process Regression

2.1 The Modified Joint Prior

• Sparse GPs seek an approximate of the full Gaussian Process that retains its favourable
properties but at a lower computational cost, typically O(nm2) time and O(nm) memory
for some chose m << n.

• All sparse approximations rely on focusing inference on a small number of quantities which
represent approximately the entire posterior over functions.

• The most successful methods represent the approximate posterior using the function value
at a set of m inducing inputs (sometimes called psuedo-inputs).

• Sparse representations modify the prior by introducing an additional set of m inducing
variables u = [u1, . . . , um]T . These latent variables are values of the GP corresponding to
a set of input locations Xu (inducing inputs)

• Even though the latent variables u are always marginalized out in predictive distributions,
they do leave an imprint on the solution

• To keep consistency with GPs the exact joint prior p(f ,f) is recovered from a modified
joint prior which includes u

p(f ,f∗) =

∫
p(f ,f∗,u)du =

∫
p(f ,f∗|u)p(u)du

where p(u) ∼ N (0,Ku,u) and Ku,u is a m×m matrix of inducing covariances

The key step in deriving most sparse GPs is given

p(f ,f∗) =

∫
p(f ,f∗,u)du =

∫
p(f ,f∗|u)p(u)du

the approximate prior is approximated by assuming that f and f∗ are conditionally independent
given u, such that

p(f ,f∗) ≈ q(f ,f∗) =

∫
q(f |u)q(f∗|u)p(u)du

The name inducing variable is motivated by the fact that f and f∗ can only communicate through u
thus inducing the dependence between training and test cases The exact conditionals in this case are:

• Training conditional:

p(f |u) = N (Kf,uK
−1
u,uu,Kf,f −Qf,f ) (19)
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• Test conditional:
p(f∗|u) = N (K∗,uK

−1
u,uu,K∗,∗ −Q∗,∗) (20)

where we use the shorthand notation Ka,b = K(Xa, Xb) and Qa,b , Ka,uK
−1
u,uKu,b.

• We can can see that the above expressions are a special (noise free) case of the standard
predictive equations, where u plays the role of noise free observations.

2.2 Deterministic Training Conditional (DTC) Approximation

• One of the earliest successful Sparse Gaussian Processes [2, 3] originally called Projected
Process Approximation (PPA)

• Relies on a likelihood approximation

p(y|f) ≈ q(y|u) = N ((Kf,uK
−1
u,uu, σ

2
noiseI)

• This can be reformulated (as its name suggests) by modifying (19) to be deterministic such
that

qDTC(f |u) = N (Kf,uK
−1
u,uu,0)

and
qDTC(f∗|u) = p(f∗|u)

• The joint prior then becomes

qDTC(f ,f∗) =

[
f
f∗

]
∼ N

(
0,

[
Qf ,f Qf ,∗
Q∗,f K∗,∗

])
.

• The predictive distribution is then given by:

qDTC(f∗|y) ∼ N
(
f̄∗, cov(f∗)

)
, where

f̄∗ = Qf∗,f (Qf ,f + σ2
nI)−1y,

cov(f∗) = K∗,∗ −Q∗,f (Qf ,f + σ2
noiseI)−1Qf ,∗

2.3 Fully Independent Training Conditional (FITC) Approximation

• Snelson et.al.[4] proposed another likelihood approximation to speed up GP regression,
which they called Sparse Gaussian using Pseudo-inputs (SGPP)
• Proposes a much more sophisticated likelihood approximation

p(y|f) ≈ q(y|u) = N ((Kf,uK
−1
u,uu, diag[Kf ,f −Qf ,f ] + σ2

noiseI)

where diag[A] is the diagonal of matrix A.
• This can be reformulated in a similar way to DTC into an equivalent form (FITC)

qFITC(f |u) =

n∏
i=1

p(fi|u) = N (Kf,uK
−1
u,uu, diag[Kf ,f −Qf ,f ])

and
qDTC(f∗|u) = p(f∗|u)

• The joint prior then becomes

qDTC(f ,f∗) =

[
f
f∗

]
∼ N

(
0,

[
Qf ,f − diag[Qf ,f −Kf ,f ] Qf ,∗

Q∗,f K∗,∗

])
.

• Note the sole difference between DTC and FITC is that in the top left hand corner of the
implied prior covariance, FITC replaces approximate covarianes of DTC by the exact ones
on the diagonal.

• The predictive distribution is then given by:

qDTC(f∗|y) ∼ N
(
f̄∗, cov(f∗)

)
, where

f̄∗ = Qf∗,f (Qf ,f + Λ)−1y,

cov(f∗) = K∗,∗ −Q∗,f (Qf ,f + Λ)−1Qf ,∗

where Λ = diag[Kf ,f −Qf ,f + σ2
noiseI]
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3 Variational Learning of Inducing Variables in Sparse Gaussian Processes

The application of Gaussian process (GP) models is intractable for large datasets because the time
complexity scales O(n3) and the storage as O(n2) where n is the number of training examples. To
overcome this limitation, many approximate or sparse methods have been proposed in literature
[2, 5, 6, 7, 3, 8, 4, 9, 10]. These methods construct an approximation based on a small set m support
or inducing variables that allow the reduction of the time complexity from O(n3) to O(nm2). They
mainly differ in the strategies they use to select the inducing inputs which are typically selected from
the training or test examples. Snelson et.al.[4] allow the inducing variables to be considered as aux-
iliary pseudo-inputs that are inferred along with kernel hyperparmeters using continuous optimisation.

Approximate marginal likelihoods are appropriate objective functions for model selection in sparse
GP models. Existing state-of-the-art methods[3, 4] derive such approximations by modifying the
GP prior[6] and then computing the marginal likelihood of the modified model. This approach
turns inducing inputs into additional kernel hyperparameters. While this can increase flexibility
when we fit the data, it can also lead to overfitting when we optimise with respect to all unknown
hyperparmeters. Furthermore, fitting a modified model is not so rigorous between the exact and the
modified model that is minimised[11].

In an influential paper Titsias[11] introduced a variational method that jointly selects the inducing
inputs and the hyperparameters by maximising a lower bound to the exact marginal likelihood. The
important difference between this formulation and previous methods is that he defined the inducing
inputs to be variational parameters which are selected by minimising the Kullback-Leibler (KL)
divergence between a variational GP and the true posterior GP

This allows

1. avoiding overfitting

2. to rigorously approximate the exact GP model by minimising a distance between the sparse
model and the exact one.

The selection of the inducing inputs and hyperparmeters is acheived either by applying continuous
optimisation over all unknown quantities or by using a variational EM algorithm where at the E
step we greedily select the inducing inputs from the training data and at the M step we update the
hyperparameters.

3.1 Variational Learning

To determine the variational quantities (Xm, φ), we minimise the Kullback-Leibler (KL) divergence
DKL(q(f ,fm)||p(f ,fm|y)). This minimisation is equivalently expressed as the maximisation of
the following variational lower bound of the true log marginal likelihood:

FV (Xm, φ) =

∫
p(f |fm)φ(fm)

p(y|f)p(fm)

φ(fm)
dfdfm (21)

where the term p(f |fm) inside the log cancels out. We can firstly maximise the bound by analytically
solving for the optimal choice of the variational distribution φ. The bound after this maximisation is

FV (Xm) = log[N (y|0, σ2I +Qnn)]− 1

2σ2
Tr(K̃), (22)

whereQnn = KnmK
−1
mmKmn and K̃ = Cov(f |fm) = Knn−KnmK

−1
mmKmn and the approximate

log likelihood is expressed as

log p(y|X) ≈ log[N (y|0, σ2I +Qnn)]

= −1

2
yT (Qnn + σ2

nI)−1y − 1

2
log |Qnn + σ2

nI| −
n

2
log 2π (23)
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3.2 Prediction using the Variational Distribution

The approximate posterior GP mean and covariance functions can be expressed as

mq(x∗) = K∗mK
−1
mmµ, (24)

kq(x∗,x
′
∗) = k(x∗,x

′
∗)−K∗mK−1mmKm∗ +K∗mBKm∗, (25)

whereB = K−1mmAK
−1
mm. This defines the general form of the sparse posterior GP which is computed

in O(nm2). All that is left is to describe the φ distribution, i.e. (µ, A). To compute the optimal φ∗,
we differentiate (21) with respect to φ(fm) without imposing constraints. This gives:

φ∗(fm) = N (fm|µ, A) (26)

where

µ = σ−2KmmΣKmny (27)
A = KmmΣKmm (28)

Σ = (Kmm + σ−2KmnKnm)−1 (29)

which with some simplification gives the same predictive equations as Projected Process (PP)[2, 3] or
the Deterministic Training Conditional (DTC)[6] given by

q(f∗|y) = N
(
σ−2K∗mΣKmny,K∗∗ −K∗mK−1mmKm∗ +K∗mΣKm∗

)
(30)

It should be noted that for most covariance functions, the eigenvalues of Kmm are not bounded away
from zero. Any practical implementation will have to address this to avoid numerical instability. We
follow the common practice of adding a tiny jitter term εI to Kmm[12] before inverting.

A Mathematical Background

A.1 Gaussian Identities

Let x and y be jointly Gaussian random vectors[
x
y

]
∼ N

([
µx
µy

]
,

[
A C
CT B

])
, (31)

then the marginal distribution of x and the conditional distribution of x given y are

x ∼ N (µx, A), and (32)

x|y ∼ N (µx + CB−1(y − µy), A− CB−1CT ) (33)

The product of two Gaussians gives another (un-normalised) Gaussian

N (x|a, A)N (x|b, B) = Z−1N (x|c, C), where, (34)

c = C(A−1a+B−1b), and (35)

C = (A−1 +B−1)−1. (36)

Notice that the resulting Gaussian has a precision (inverse variance) equal to the sum of the precisions.
The normalising constant looks itself Gaussian (in a and b)

Z−1 = (2π)−D/2|A+B|−1/2 exp

(
−1

2
(a− b)T (A+B)−1(a− b)

)
. (37)

A.2 Matrix inversion Lemma

C = (A−1 +B−1)−1 (38)

= A−A(A+B)−1A (39)

= B −B(A+B)−1B (40)
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A.3 Cholesky Decomposition

The Cholesky Decomposition of a symmetric, positive definite matrix A decomposesA into a product
of the lower triangular matrix L and its transpose

LLT = A, (41)

where L is called the Cholesky factor. The Cholesky decomposition is useful for solving the numerical
solution of linear equations Ax = b. If A is symmetric and positive definite, then we can solve
Ax = x by first computing the Cholesky decomposition (41), then solving

Ly = b (42)

by forward substitution

B Variational Bayesian Methods

In variational inference, the posterior distribution over a set of unobserved variables Z =
{Z1, . . . , Zn} given some dataX is approximated by a variational distribution, Q(Z):

P (Z|X) ≈ Q(Z). (43)

The distribution Q(Z) is restricted to belong to a family of distributions of similar form to P (Z|X),
selected with the intention of making Q(Z) similar to the true posterior, P (Z|X). The lack of
similarity is measured in terms of a dissimilarity function d(Q;P ) and hence inference is performed
by selecting the distribution Q(Z) that minimises d(Q;P ).

The most common type of variational Bayes, known as mean-field variational Bayes, uses the
Kullback-Leibler divergence (KL-divergence) of P from Q as the choice of dissimilarity function.
This choice makes this minimization tractable. The KL-divergence is defined as

DKL(D||P ) =
∑
Z

Q(Z) log
Q(Z)

P (Z|X)
(44)

Note that Q and P are reversed from what one might expect. This use of the KL-divergence is
conceptually similar to the expectation-maximisation algorithm. (Using the KL-divergence in the
other way produces the expectation propagation algorithm.)
The KL-divergence can be written as

DKL(D||P ) =
∑
Z

Q(Z) log
Q(Z)

P (Z,X)
+ logP (X) (45)

or

logP (X) = DKL(D||P )−
∑
Z

Q(Z) log
Q(Z)

P (Z,X)
(46)

= DKL(D||P )− L(Q) (47)

As the log evidence logP (X) is fixed with respect to Q, maximising the final term L(Q) minimises
the KL-divergence of P from Q. By appropriate choice of Q, L(Q) becomes tractable to compute
and to maximise. Hence we have both an analytical approximation Q for the posterior P (Z,X), and
a lower bound L(Q) for the evidence logP (X). The lower bound L(Q) is known as the (negative)
variational free energy because it can be also expressed as an “energy” EQ[logP (Z,X)] plus the
entropy of Q
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